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Greenwich Components 
Greenwich is a high-performance, multi-threaded data indexing and query engine that 
was developed to give the user timely and rapid access to flat data files.  

Through the use of CopperEye’s patented indexing technology, Greenwich operates as a 
remote database server that connects to other relational databases and business 
intelligence tools. It autonomously discovers structured flat files on the underlying file 
system and parses and indexes their contents to present them as views over ODBC.  

Greenwich does not load or move the data it finds, but rather it provides direct access to it 
via SQL. Greenwich is comprised of two logical services – the indexing and the query 
services. It also has a configuration editor and a management console. The functional 
components of Greenwich are depicted in Figure 2.  

 

 
Figure 2) Greenwich Architecture 
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Indexing Service  

The indexing service discovers new data files when they appear in the target file 
directories, parses those files based on predefined file structures and then creates the 
required indexes to enable rapid queries.  

Discover  

Greenwich discovers new files as they appear in nominated directory paths.  
Administrators define where new files are found and their naming convention. File 
discovery operates as a separate thread that adds new files to the Greenwich Data 
Dictionary when they appear and prepares them for subsequent parsing and indexing. An 
administrator has full visibility to the data dictionary through a graphical interface and 
SQL, and is able to follow the complete lifecycle of a file from the point of discovery.  

It is possible to configure Greenwich to control the running of the discovery agent, which 
performs file discovery, at scheduled intervals. This process also may be handled by the 
administrator using any of the available operating system job scheduling tools. 

To avoid submitting files to Greenwich that are not yet complete, a number of selection 
criteria are applied to the candidate files when they are identified. Both the last 
modification time and file size are observed to see if the file is still being modified. 

When a file is submitted to Greenwich, information about that file is stored in the internal 
data dictionary. 

Normally, when the discovery agent is activated, it passes by a schedule identifier that 
dictates what files to look for. Yet, it is also possible to use the discovery agent in 
singular mode to specify a distinct file.  In which case, the discovery agent applies the 
usual selection heuristics before submitting this file to the Greenwich – making it 
possible to script an entirely custom discovery process. 

Parse  

Greenwich parses newly discovered files according to a format specification contained 
within the overall management configuration. File definitions may be added and updated 
dynamically in response to changing file formats and visibility requirements.  

Greenwich supports multiple file parsing conventions, including: 

• ASCII and binary file formats  
• Fixed and variable format records  
• Fixed, variable and delimited fields  
• A rich and extensible portfolio of field data types  
 

Greenwich recognizes compressed format files and decompresses them prior to parsing. 
Thus, disk storage can be conserved where huge data volumes are retained. Plus, 
Greenwich can compress older data while leaving more recent data in its native format – 
facilitating faster access to an organization’s most critical information.  

Index  

As Greenwich parses a data file, it indexes fields to allow efficient retrieval of records at 
query time. Each index records the field value together with the file identity and record 
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offset allowing the contents to be retrieved directly in a single disk I/O when servicing a 
query that contains predicates relevant to the index. 

CopperEye indexing technology supports extremely efficient insertion and query 
operations without the need for high-performance disk subsystems. In fact, the 
technology has been benchmarked at 100 times faster than conventional B-tree indexing 
for index insertion operations – allowing many more indexes to be supported without 
undue impact on performance. More indexes mean more query flexibility and efficiency.  

Indexes are stored as binary files in a nominated location on the file system. A single 
index file can routinely scale up to many hundreds of millions of record entries without 
impacting performance. Automated index file partitioning guarantees complete 
scalability regardless of retained volumes and affords enormous retention possibilities.  

The algorithms within CopperEye indexing technology require much less disk I/O than 
what is demanded by conventional index structures, such as B-tree indexes. Therefore, 
insertion operations do not suffer from the traditional disk I/O bottlenecks often 
associated with conventional indexing.  

The speed and performance of CopperEye indexing means that both data and index files 
can be hosted on large, slow and inexpensive disk storage, such as 400 GB 7,000 rpm 
SATA disks. Even massive arrays of idle disks (MAID) technology can be exploited 
where appropriate to reduce storage hardware costs down to levels more typically 
associated with tape, while offering retrieval times comparable to conventional disk.  

With rapid index insertion rates, there is minimal latency between data files appearing on 
the file system and the availability of query access. It’s important to note that Greenwich 
delivers immediate access to the data because CopperEye does not deny query access 
while new files are assimilated.  

Query Service  
The Greenwich query service accepts queries in SQL format through ODBC, determines 
the best way to service each query using optimization logic, retrieves the data from the 
source data files, and then formats the returned fields for presentation back through 
ODBC as a table view.  

Optimize  

When a query is performed, Greenwich chooses the most appropriate index or indexes to 
use according to the path of lowest cost based on the disk I/O operations. Each index 
dynamically maintains statistics internally – providing a true and up-to-date cost of each 
possible query without the headache typically encountered with traditional RDBMS 
systems, which require statistics to be separately updated as a regular maintenance task. 
Greenwich can combine search results from multiple indexes to maximize the selectivity 
of the search and minimize the number of disk I/Os to return the final result.  

Retrieve  

While servicing a query, Greenwich retrieves records from the underlying files using the 
file identities and record offsets returned by each index. Therefore, each record is directly 
and efficiently retrieved in a single disk I/O using the record offset supplied by the index. 
Greenwich routinely sorts the file identities and record offsets prior to retrieval to ensure 
the most efficient exploitation of available file system buffering.  
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Greenwich is designed to service selective queries (returning a small percentage of 
records) from a massive data population. These queries will typically retrieve granular 
detail data rather than aggregate data used for analytics. Because of this, Greenwich can 
be deployed to complement aggregation and analytic systems in a drill-down/drill-
through role to avoid the overhead of storing minute detail in the analytical database.  

Present  

Greenwich returns records and fields from a query in rows and columns in a relational 
view over ODBC/JDBC. This mapping is part of the overall solution configuration and 
can be changed in response to file format changes and new file visibility requirements. A 
record can appear in multiple views if requested, and each view can be defined to display 
all fields or a subset of the fields in each record as appropriate. Multiple record types can 
also be normalized into a single view.  

When submitted to Greenwich, queries return results as though the data were stored in 
relational tables. The structure of these relational views can be queried through the data 
dictionary – just as in conventional relational database – allowing users to actively 
discover the data available to them.  

Integration 
Greenwich has been designed to simplify the integration process for both intake and 
retrieval. Raw data files are ingested into the system through configuration rather than 
coding, thereby allowing solutions to be deployed within weeks. Because the solution has 
been built on the principle that data under its control does not change, the parsing of the 
ingestion data types can be simplified to: 

• Character strings 
• Number 
• Date and time  

The reader also supports a number of different file types. Both binary and ASCII (fixed, 
delimited and CSV) file types are supported. The file reader also supports the capability 
to add custom file types with pluggable custom file cartridges. 

Greenwich also has been designed to integrate easily into existing architectures and 
solutions to allow SQL query access to the raw data files through a well designed set of 
APIs, which can be accessed through ODBC/JDBC, C++, Java or Perl. 

Configuration 

The Data Dictionary 

Greenwich maintains its own internal data dictionary recording the state of the server, 
configured file formats, virtual table schemas, indexes and the trail of discovered files. 

Management 

Administration 

A GUI tool provides access to all the administrative features of Greenwich and may be 
run locally or remotely. 

A command line administration tool, which is also supplied, may be used 
programmatically to automate any of the administration commands. 
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A special administration right is assigned so that only authorized users may perform 
administration tasks. 

Data Management 

Greenwich supports configurable data lifecycles and manages source data files and 
indexes.  

Each virtual table has a set of configuration options which control: 

• When index partitions are dropped (controlling the available search window). 
• When and if source files deleted and/or scrubbed (controlling the retention window). 

Security 

Solution Security 

Solution security treats Greenwich as a “black box” and controls who or what obtains 
access as appropriate.  

From an administration perspective, it involves defining: 

• Roles and their access rights to virtual tables, columns and rows  
• User access rights by assigning roles to users 
• Data management policies  

Data Security 

Controlling access to the “black box” and monitoring how Greenwich manages the end-
to-end data lifecycle is the domain of data security. Since “evidential quality” was 
paramount to the design of Greenwich, once the source data files have been written, they 
will not be duplicated, modified or deleted by Greenwich until the retention period has 
expired, when the source data is scrubbed. Access to the source data can only be achieved 
by a user in a specific role. 

The solution was built on Unix but can also be deployed on Solaris 10 to provide 
additional security through the use of Sun containers to control read-write access and the 
partitioning of data to support different users and data streams. 

Performance & Volumetrics 

Greenwich, running on a Sun X4500, achieves outstanding performance for high volume 
applications.  An example of such an application is CopperEye’s Secure Data Retrieval 
Server (SDRS).  This application is built on top of Greenwich to support communications 
data retention and retrieval in a compliance environment. SDRS was subjected to a range 
of benchmark studies performed by CopperEye.1 

These tests proved that Secure Data Retrieval Server on a single X4500 server has the 
ability to: 

• Assimilate in excess of 2 billion new transactions daily 

                                                      
1 The CopperEye benchmark tests were performed in late 2006 at Sun Laboratories in the United 

Kingdom. The study used a large set of pre-generated telecommunications data simulating voice, data 
and text messaging transactions. 
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• Retrieve a complete call history for a single subscriber from more than 12 billion 
retained transactions in less than 20 seconds.2  

• Support multiple concurrent retrieval (query) requests while concurrently indexing 
new transactions. 

Greenwich exploits a multithreaded architecture for parsing, indexing and query 
servicing to achieve maximum performance and throughput from the available resources. 
Therefore, multiple files can be concurrently parsed and indexed while multiple queries 
are simultaneously being serviced. CopperEye indexing technology provides Greenwich 
the ability to deliver unprecedented throughput on small-to-medium servers, such as in 
the example below.  

In fact, CopperEye currently operates a demonstration Linux server with 2 x 3 GHz 
CPUs, 1 GB memory and 6 x 400 GB disks. This small server is not only capable of 
hosting Greenwich  but it is able to accrue 200 million records daily with five indexes 
that are maintained across the entire dataset. Greenwich is able to discover, parse and 
index each file within seconds of it appearing on the file system and highly selective 
queries can be processed simultaneously against the entire record population in sub-
second time.  

Solution Assurance 

Greenwich provides a solution that is scalable and adaptable to support on-going organic 
growth as well as future demands. 

Failover / Resilience 

CopperEye suggests the use of two instances (two Linux or Unix machines), each 
generating its own indexes in parallel, with one server operating as a warm standby for 
high availability and disaster recovery purposes. 

Systems Management / Maintenance 

Greenwich operates with minimal system management intervention. The core indexing 
techniques are self optimizing and do not require DBA tuning. The system is also 
designed to recover and rebuild automatically in the event of a hardware failure. Due to 
its architectural simplicity, recovery times – even in the event of a major catastrophe – 
can be relatively short. 

Backup & Recovery 

Data lives on single Greenwich server with a mirrored warm stand-by server for 
availability and disaster recovery purposes. Both servers can be backed up via standard 
file backup utilities and tools. In the event of system failure, the solution is designed to 
automatically recover state after any lost files have been recovered.  

This process involves three key components: 

Network Data Files 

The network data files are securely stored within read-only Solaris containers and are 
backed up using standard backup utilities. These files are never updated and can be safely 
copied for backup at any time.  
                                                      

2 Due to the predictable performance characteristics of the server, it was unnecessary to index or query 
across a broader dataset.  
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Following a media loss, any lost network data files should be reinstated (either from 
backup or the alternative server), and thereafter Greenwich can automatically recover 
state. 

Index Files 

Index files are partitioned on a daily basis. At partition roll-over, prior index files are 
marked “read-only” and can be safely copied for backup purposes.  

Following a media loss, any lost index files should be recovered (either from backup or 
the alternative server) to minimize recovery time. However, Greenwich is capable of 
rebuilding any missing index files provided that the original data files are available. The 
current day’s index partition is typically rebuilt following a media loss as the current 
day’s partition is rarely available from backup. 

Data Dictionary (Metadata) 

The data dictionary is contained in a single file which can be safely copied while the 
server is running through the use of a dictionary export command. This creates a new 
read-only copy of the data dictionary, which can be used for backup.  

Following media loss, a lost dictionary file must be re-instated (either from backup or the 
alternative server), and thereafter Greenwich will automatically recover state. The server 
is able to recover state from a dictionary file that is several days old, provided that the 
network data files are available. 
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Greenwich Case Studies 
European Union Data Retention Directive: Sun Secure Data Retrieval Server 

With the 2006 EU Data Retention Directive, all communications service providers are 
faced with a new business process and technology challenge.  

Most communications companies already retain much of the data required to satisfy the 
mandate (for example, source CDR files, SMTP / POP3 and authentications log files).  

Therefore, the challenge is not retention – but more so retrieval. For the directive to be 
appropriately implemented, retrieval should be specific to the security initiative, or as 
needed to satisfy the request for communications information by an investigating body 
(rather than perform broad analytics of all communications).  

This translates in a surgical approach to data retrieval, because the users are security 
conscious and thoroughly audited. Queries against massive volumes of data should 
rapidly deliver only the appropriate data to fully satisfy a request while confidently 
balancing civil liberties and data privacy concerns and the need to protect public and 
national security interests. 

CopperEye, in collaboration with Sun, has identified that current data management 
approaches are not enough to meet the compliance and security requirements of the 
current regulations. New indexing and server efficiencies make staying compliant 
without significantly impacting operations a possibility – one that is both economic and 
efficient.  

Sun Secure Data Retrieval Server (SDRS) combines “best of breed” server/storage 
technology with a proven indexing application to provide a cost-effective, energy 
efficient and scalable solution to meet the challenge of the EU Data Retention Directive.  

It does so without driving up operating costs or adding unnecessary business complexity. 
SDRS is a “Plug & Comply” appliance solution with full compliance request and 
disclosure workflow.  

Greenwich, the data management engine within the appliance, uses CopperEye’s 
indexing technology to deliver a file-based repository with massive data ingest rates and 
little impact on performance. This is achieved with minimal systems management costs 
and un-paralleled energy efficiency. Recent benchmarks have achieved query 
performance 20 times faster, while utilizing 15 times less energy than alternative file 
based data management solutions.  

Sun and CopperEye have engaged with the European Commission, UK Home Office, 
domain consultants and communications providers over the last few years to develop and 
optimize this comprehensive solution. SDRS has been technically vetted and approved 
for implementation with assisted funding at UK communications providers.  

The SDRS solution has been designed to provide optimum: 

• Simplicity - Minimal business and systems impact, low maintenance and Plug & 
Comply™ methodology. 

• Performance - Very high ingest rates and concurrent queries delivered within 
seconds not minutes 

• Security - Auditable workflow, encryption and digital data sealing as well as 
proportionate data access 
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• Environmental Impact - High density, energy efficient storage and retrieval 
environment 

• Risk Management - Proven solution with a known platform and existing support 
infrastructure 

Trace & Trace 
MessageLabs deployed Greenwich to provide enhanced reporting on the status of e-mail 
messages processed by its managed e-mail scanning solutions.  

MessageLabs is the world’s leading provider of messaging security and management 
services, with more than 13,000 clients and offices in eight countries. MessageLabs 
offers comprehensive messaging security solutions, targeted to modern business issues. 
The company’s proactive and predictive security service scans for threats outside the 
enterprise network and is the most effective way to ensure an organization is protected. 

Greenwich was implemented by MessageLabs to enhance its managed solution for 
capturing, storing and quickly accessing the status of individual messages within files 
containing billions of records. The company found Greenwich to be cost-effective while 
meeting its demanding performance requirements. Plus, MessageLabs deployed 
Greenwich in less than four weeks.  

Greenwich is a strategic element of MessageLabs new enterprise portal architecture, 
which manages and provides access to enormous volumes of transaction data and 
underscores MessageLabs ability to provide unmatched responsiveness to its customers. 
Greenwich returns query results for MessageLabs in seconds without the need for 
expensive proprietary hardware or the complexity and expense of terabyte-size database 
solutions. 
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Company Information 
CopperEye is a leading provider of data retention and retrieval solutions designed to meet 
the requirements of organizations challenged with explosive growth in the volume of data 
they must manage. CopperEye’s software helps companies cost-effectively capture, 
quickly store, and instantly access selective transactions from tens or hundreds of 
terabytes, whether the data is seconds or decades old. This is increasingly important as 
data volumes more than double every year and regulations require organizations to keep 
information longer.  

In addition, CopperEye’s patented indexing technology approach delivers a quantum leap 
in performance in an open access format. While eliminating vendor and technology 
dependency, it supports rapid data retrieval from enormous volumes of information at a 
fraction of the cost of traditional database and data warehouse approaches. 

CopperEye has headquarters in Bath, UK, and Stamford, Connecticut, USA. 

http://www.coppereye.com/products/�

